Project Summary

JAX: Systematic Java Testing with JUnit and Axioms

XP (eXtreme Programming) [Beck00] is an agile software development process that has gained an avid following in recent years.  The JUnit testing tool [Beck98, Beck99] is a freely distributed framework that supports the central XP concept of “test first” software development.  JUnit is small, lightweight, easy to learn and use, and automates full regression testing of Java programs at the unit level.  While JUnit provides Java classes for expressing test cases and test suites, it does not provide or proscribe per se any guidelines for deciding what test cases would be good ones for any particular class.  JUnit automates the accumulation and bookkeeping required for effective regression testing, but does little to solve the traditional testing problem of selecting good test cases.  

We have developed a methodology for systematically creating complete and consistent test classes for JUnit. Called JAX (for Junit Axioms), our method is based on Guttag’s algebraic specification of abstract data types [JG1980, GH1978, GHM1978]. A JAX-based Java class has three main software components: an algebraic specification of the required class behavior (the axioms); the related JUnit test class, structured by the axioms; and the Java implementation of the class itself.  JAX can be used two ways: 

· manually, where engineers gain the advantages of our systematic approach and formalisms without having to write formal specifications directly; and

· automated, in which engineers write formal specifications of class semantics and have translation tools generate JAX test suites from the specs.  

Early results have so far verified that JAX-generated test suites find more errors than ones produced non-systematically for the same target code.

We have done some preliminary experiments developing test suites for Java classes both following JAX as well as using non-systematic JUnit methods that appear in the literature.  

This work has been with manual application of JAX methods.  Programmers find application of the methods relatively painless, as nothing need be written except Java code. If they are JUnit users already, they have no intellectual overhead added to their development activities, as they are already writing JUnit test suites.  JAX adds some development time to the initial generation of test suites, but that extra time produces more thorough and productive tests.

Given the encouraging early results, we propose the following research: 

· to more thoroughly experiment with manual JAX, trying it on large Java systems and over a broader programmer sample; and 

· to develop tools to automate the creation of JAX test suites from ADT axioms, expressed in the ML functional notation.

JUnit has been re-implemented in C, C++, Ada, Perl, Visual Basic, and over a dozen more languages other than Java.  These versions are collected and available for free download at http://www.xprogramming.com/software.htm , so the work we propose here will apply to software development in general and not just Java programming.  For simplicity however, we present the proposal in terms of Java.
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1. Motivation and background

Regression testing has long been recognized as necessary for having confidence in developing software systems.  In the article “JUnit: A Cook’s Tour,” Beck and Gamma write: “If a program feature lacks an automated test then we assume it doesn’t work”.  Thorough, tool-supported regression testing, however, is generally not practiced by programmers unless they work within a significant industrial framework.  JUnit [Beck98, Beck99, BG1999] was developed to support the “test first” principle of the XP development process [Beck00]; it has had the side effect of bringing  the benefits of regression testing to the average programmer, including independent developers and students.  JUnit is small, free, easy to learn and use, and has obtained a large user base in the brief time since it’s introduction in the XP community.  JUnit and its supporting documentation are available at http://www.junit.org along with user-submitted extensions and reports on its use.  

The JUnit tool is actually a set of Java classes that does two things:

· provides a test case structure for programmers to subclass and populate 

· provides several flavors of test runners that collect test cases, run them, collect and report the results

The basic JUnit testing methodology is simple and effective.  However, it still leaves the software developer to decide if all the features of their code have been tested. The documentation supporting JUnit does not prescribe or suggest any systematic methodology for creating complete and consistent test suites.  Instead it is designed to provide automated bookkeeping, accumulation, and execution support for the manner in which a programmer is already accustomed to developing test suites.    

We have found a systematic test suite generation method we call JAX (for Junit Axioms), based on Guttag’s algebraic semantics of Abstract Data Types (ADTs) [GH1978, JG1980, GHM1978].  Following the JAX method leads to JUnit test suites that completely cover the possible behaviors of a Java class.  Our approach is simple and systematic.  It will tend to generate more test methods than a programmer would by following the basic JUnit practice, but our preliminary experiments show this extra work produces test suites that are more thorough and more effective at uncovering defects.  
In the following sections we first discuss previous research related to JAX.  Next we provide a short section describing JUnit, which may be skipped by readers familiar with the tool. After that we present a brief explanation of algebraic specifications of abstract data types, and why they are appropriate as formal semantics for objects.  Following that we describe the proposed research.  We explain how to use such algebraic specs to guide the development of a JUnit test class for the specified ADT.  We then discuss our preliminary experiments with other ADT implementations and the comparison of the number of errors found with JAX versus without.  We describe more thorough experiments with the methods, and proposed development of tools for automatically generating JAX-based JUnit test suites from the formal specifications.

Related work on formal spec-based testing

The method we describe for automating JAX is similar to those of DAISTS [Gannon81] and Daistish [Stotts96].  The DAISTS system used Guttag’s algebraic specification of abstract data types to write a test oracle for an ADT implemented in a functional language (SIMPL-D).  Daistish expanded the work of DAISTS into the object-oriented domain (for C++) by solving problems related to object creation and copying that were not found in functional languages.  Daistish automated the creation of the test oracle, leaving the programmer to write axiomatic specifications and test points.  Part of our proposed work is to extend the Daistish results into JUnit, further develop it into a production-quality toolset, and verify it’s effectiveness at improving software testing.

ASTOOT [DF1994] is a related system for testing based on formal specifications.  ASTOOT uses a notation similar to Parnas’ trace specs [HS1988, PW1989] instead of algebraic ADT semantics.  This work was presented in the context of the language Eiffel, and has not been carried forward into commercial quality tools.  We also think the use of the functional notation of algebraic ADT axioms is an advantage over the trace spec approach; such axiom can be expressed in a functional programming language (we give our examples in ML) giving executable specs.  

Larch [GHW1985, JW1987, JW1990] is another research effort in which formal program specs are used to gain leverage over software problems.  In Larch, program specifications have a portion written in Guttag’s functional style, along with a second portion written to express semantic-specific details for a particular programming language.  A significant body or work exists on using Larch for program verification, supported by automated theorem provers.  We do not know of any testing methodologies based on Larch specs.  

Example of regression testing with JUnit

A test case is a class implemented as a composite in design pattern terms [GHJV1995].  This means test cases can be composed into hierarchies, with base test cases at the leaves, and collections of test cases (test suites) at the inner nodes.   A base test case is composed of some number of test methods; executing a test method is what is thought of as “doing” a test.  Within a test method will be one or more calls to assertTrue(condition) or assertEquals(ob1,ob2) which establish the conditions for successful tests.  A false return is recorded as a test failure on any assertion.

The testCase class has two methods (setUp and tearDown) that are called automatically by the test runners before and after execution of each test method; a programmer may flesh these out to create (and destroy) test scaffolding that will be common to all tests in the class.  Once this is done, the test runner uses reflection to gather all methods following a specific naming scheme and runs them.  A test method has a name starting with “test” and having no parameters -- for example, testAddItem( ) and testGetMaxPrice( ).  Although JUnit does not force any specific discipline on the creation of methods in a test class, the approach encouraged by the various introductory papers [Beck98, Beck99, BG1999, Clark00] is to create one method in the test class for each method in the target class being tested.  

The basic steps in using JUnit for regression testing can be summarized as follows:

· for each Java class in the implementation (a target class), write a companion JUnit test class; name them in related fashion ( i.e., widget.java and widgetTest.java )

· within a test class, write one test method for each method in its corresponding target class

· write test classes first, then write target classes

· after each code change make sure 100% of your regression tests run

· test everything that can possibly break

· don’t test anything that cannot break

For example, if we are building a class Stack with methods push, pop, and top, we would create a class testStack with methods testPush(), testPop(), and testTop() as shown here:

   class Stack {

      public push (int e) { … }

      public pop ( ) { … }

      public top ( ) { … }

   }

   class testStack {

      public setup ( ) { … build test scaffolding }

      public teardown ( ) { … clean up if needed }

      public testPush () { … do what is necessary to decide if push works }

      public testPop ()  { … do what is necessary to decide if pop works }

      public testTop () { … do what is needed to decide if top works }

      static void main ( args[] ) {

         // invoke one of the JUnit test runners to

         // collect all the test methods, run them, reports results

      }

   }

We follow a discipline of putting a main method in each test class… in this way every individual test case can be run at any time, no matter if it is a base case or a suite.  JUnit comes with 3 test runners, classes that gather all tests in a suite, run them, collect the results, and report to the user.  Two of the runners provide a GUI, and the third has a text interface.  The GUI runners are slower than the text runner, but they provide click access to error messages detailing the failed tests.  The text runner is far faster and is used for confirming that dozens of thousands of tests pass in full regression on a large system.  The text runner can execute 50,000 tests in seconds in the objects being manipulated are not excessively complex.

Algebraic Specification of ADTs

The raison d’etre of JAX is to apply a systematic discipline to the otherwise informal (and thus often haphazard) process of creating effective sets of test cases for JUnit.  A class to be developed is treated as an ADT (abstract data type); the desired discipline is achieved by using the formal algebraic specification [GH1978, JG1980, GHM1978] of the ADT as a guide for creation of a complete set of consistent test cases. Guttag’s work is fundamental and, we think, underused in modern software methodologies; for this contribution he was recently recognized as a software pioneer along with Dijkstra, Hoare, Brooks, Wirth, Kay, Parnas, and others [Pioneers01]. We present here a brief summary of algebraic ADT semantics. 

An ADT is specified formally as an algebra, meaning a set of operations defined on a set of data values.  This is a natural model for a class, which is a collection of data members and methods that operate on them.  The algebra is specified in two sections: the syntax, meaning the functional signatures of the operations; and the semantics, meaning axioms defining the behavior of the operations in an implementation-independent fashion.  For example, consider BST, an ADT for a bounded set of elements (of generic type E). The operation signatures are

    new:      int     --> BST

    push:     BST x E --> BST

    pop:      BST     --> BST

    top:      BST     --> E

    isEmpty:  BST     --> bool

    isFull:   BST     --> bool

    maxSize:  BST     --> int

    getSize:  BST     --> int               

In object-oriented terms, operation signatures correspond to the interfaces of the methods for a class.  In Guttag’s approach, the ADT operations are considered functions in which the state of the object is passed in as a parameter, and the altered object is passed back if required.  In this example, new is a constructor that takes an integer (the maximum size of the bounded stack) and creates a BST that will hold at most that many elements.  The push operation takes an E element and a BST (an existing stack) and adds the element to the top of the stack; though it has not yet been so specified, we will define the semantics to reflect our desire that pushing an element on a full stack does nothing to the state of the stack.  Operation maxSize tells the bound on the BST; operation getSize tells how many items are currently in the BST.  Operation isFull exists for convenience; it tells if there is no room in the stack for any more elements and can be done entirely with maxSize and getSize.  The remaining operations behave as would be expected for a stack.

The semantics of the operations are defined formally with axioms that are systematically generated from the operation signatures.  To do so, we first divide the operations into two sets: the canonical constructors, and all others.  Canonical constructors are operations needed to construct all elements of the type; these necessarily are a subset (perhaps improper) of the operations that return an element of the type.  In this example, there are only three operations that return BST (new, push, pop), and the canonical operations are {new, push}. This implies that all elements of type BST can be built with new and push alone.  Operation pop is not necessary for construction; any BST that is built via a sequence of operations using pop can also be built with a simpler sequence of operations consisting only of new and push operations.  For example, the stack produced by 

    push(pop(push(new(5),a)),b)

is equivalent to

    push(new(5),b)

but the later sequence does not require the pop operation.

Once canonical operations are identified, one axiom is written for each combination of a non-canonical operation applied to the result of a canonical constructor.  For the BST, with 2 canonical constructors and 6 non-canonical operations, we write 6*2 = 12 axioms.  Examples include pop(new(n)), pop(push(S,x)), top(new(n)), top(push(S,x)), etc.  We prefer to first generate the left-hand sides (LHS) by forming the combinations of operations, and then going back to add the right hand sides (RHS).  Specifying the LHS is mechanical; specifying the RHS is where design work happens and requires some thought.  

An axiom is thought of as a re-writing rule; it says that the sequence of operations indicated on the LHS can be replaced by the equivalent (but simpler) sequence of operations on the RHS.  For example, consider the axioms

    top(push(S,x) = x

    pop(push(S,x)) = S 

The first specifies that if an element x is pushed on top of some stack S, then the top operation applied to the resulting stack will indicate x is on top.  The second says that if an element x is pushed onto some stack S, then the pop operation applied to the resulting stack will return a stack that is equivalent to the one before the push was done.  Note that this behavior is NOT what we desire for a bounded stack.  The proper bounded stack behavior is

    pop(push(S,x)) = if isFull(S) then pop(S) else S

This says that if we push an element x onto a full stack S, then nothing happens, so a following pop will be the same as popping the original stack S; if S is not full, then x goes on and then comes off via the following pop.  

The full set of axioms for BST is here given, using the functional language ML as our formal specification notation:

    (* 

       full algebraic ADT specification

       axioms for BST (bounded set) of int

    *)

    datatype BST = 

       New of int

     | push of BST * int ;

    fun isEmpty (New(n)) = true

      | isEmpty (push(B,e)) = false ;

    fun maxSize (New(n)) = n

      | maxSize (push(B,e)) = maxSize(B) ;

    fun getSize (New(n)) = 0

      | getSize (push(B,e)) = if getSize(B)=maxSize(B) 

                                 then maxSize(B) else getSize(B)+1 ;

    fun isFull (New(n)) = n=0

      | isFull (push(B,e)) = if getSize(B)>=maxSize(B)-1 then true else false ;

    exception topEmptyStack;

    fun top (New(n)) = raise topEmptyStack

      | top (push(S,e)) = if isFull(S) then top(S) else e ;

    fun pop (New(n)) = New(n)

      | pop (push(S,e)) = if isFull(S) then pop(S) else S ;

These specs are fully executable; we encourage you to download a copy of SML 93 and try them.

The datatype definition is where the canonical constructors are defined.  The axioms are ML  function definitions, using the pattern-matching facility to create one pattern alternative for each axiom.

2. Proposed Research

The proposed research has 2 main components: (1) large scale trials of the manually applied JAX method on large Java programs, and across broader populations of programmers; (2) creation of testing tools to automate the generation of JAX-based test suites from algebraic ADT specifications.  We first discuss manual application of the JAX methodology.

2.1  JUnit + Axioms = Systematic test suite generation

Once the ADT axioms have been written we can systematically construct a corresponding JUnit test class for the ADT.  Actually, all we need is the LHS of the axioms.  If a programmer does not wish to write the RHS in functional specs (ML code as we did in out example), then the RHS can be specified directly in the Java code for the methods of the test class.  The programmer is going to be writing this Java test class code anyway; the only issue is how much extra work will be required to follow the JAX system as opposed to writing whatever tests happen to occur to him in his normal development approach.  We give some analysis of this extra work later in the presentation.

The steps of the JAX method are:

· design the method signatures for the Java class to be written (the target class)

· decide which methods are canonical constructors, thereby dividing the methods into 2 categories

· create the left-hand sides (LHS) of the axioms by crossing the non-canonical methods on the canonical ones

· write an equals function that will compare two elements of the target class (BST in this example)

· write one test method in the test class for each axiom (that is, for each LHS) 

The last two steps are the keys.  The papers explaining JUnit provide examples where each method in the target class causes creation of a corresponding method in the test class.  JAX calls for creation of one test class method for each axiom.  This is clearly going to generate more test methods, but they are systematically generated and together cover all possible behaviors of the ADT.  The normal JUnit approach creates test methods that concentrate on each target method individually; JAX creates test methods that exercise each target method by concentrating on exercising them in combination.

An Example: Bounded Stack of int

Using the prior specifications of the BST type, we now show the JUnit test class that results from the JAX method.  The following Java source implements the BST using an array representation. The equals(stack b) returns a boolean, true if the stacks have the same number of elements and contents of the arrays from 0 to number of elements minus one of the two stacks being compared are equal, otherwise false.

Target class in Java

// 

//  intStackMaxArray.java target class

//  bounded stack implementation using array to hold elements

//

import java.util.*;

public class intStackMaxArray {


   private int[] elems;

   private int numberOfElements; 

   private int max;

   private int[] getArray() { return elems; }

   public intStackMaxArray() {

      max = 2;

      numberOfElements = 0;

      elems = new int[2];

   }

   public void push(int i) { 

      if (!this.isFull()) { elems[numberOfElements++] = i; }

   }

   public void pop() { if (!this.isEmpty()) { numberOfElements--; } }

   public boolean isEmpty() { return numberOfElements == 0; }

   public int maxSize() { return max; }

   public int getSize() { return numberOfElements; }

   public boolean isFull() { return numberOfElements == max; }

   public int top()  {

      int temp;

      try {

         temp = elems[(numberOfElements-1)];

      } catch (ArrayIndexOutOfBoundsException exception){

         System.out.println("stack is empty");

         temp = -1;

      }

      return temp;

   }

   public boolean equals(intStackMaxArray s) {

      if (numberOfElements != s.getSize()) { return false; }

      for(int i = 0; i < numberOfElements ; i++) {

         if( elems[i] != (s.getArray())[i] ) { return false; }

      }

      return true;

   }



}

Test class and methods in JUnit

We implemented the specification of the bounded stack as JUnit test classes.  Appendix A contains the entire discussion for completeness.  Here we present a few examples to make the idea of generating test methods from axioms clear.

To test target class intStackMaxArray we create class intStackMaxArrayTest as a subclass of the JUnit class TestCase.  For each of the non-canonical constructors of the target stack class we overrode the method runtest() and asserted the result expected from its operating on each of the canonical constructors.  In other words, for pop(), top(), isEmpty(), isFull(), and getSize(), we wrote one test method for the stack constructor and one test method for push( ). For equals() we have two arguments of type bounded stack. This gives us four different combinations of canonical constructors, bringing the total to fourteen test methods.  

In our approach, we use heavily the assertTrue(stack1.equals(stack2)) rather than the assertEquals variant.  This is because we had to define stack equality ourselves.  We have not yet experimented with directly extending class Assert in JUnit with our own equals functions.

We first created a test fixture by overriding the methods setUp() and tearDown() :

protected void setUp() {

   /* Sets up the text fixture.
 

      Called before every test case method.

   */


   stackA = new intStackMaxArray();

   stackB = new intStackMaxArray();

}

protected void tearDown() {

   /* Tears down the text fixture.

      Called after every test case method.

   */

   stackA = null;

   stackB = null;

}

For the method testpopnew() we wrote a test that asserted that performing a pop on the stack constructor is equivalent to a new created stack. 

public void testPopNew() { 

   /* Tests the popping of the empty stack. */

   assertTrue( stackA.equals(stackB) );

   stackA.pop();

   assertTrue( stackA.equals(stackB) );

}

For poppush() we asserted that doing a pop to a non full stack that has just had an element k pushed onto it is equivalent to the stack before the push. If the stack is full we assert that the result is equivalent to a pop on the original stack.

public void testPopPush() { 

   /* Tests the popping of a stack with something pushed on it. */

   //first use a new(empty) stack
   

   int k = 3;

   stackA.push(k);

   stackA.pop();

   assertTrue( stackA.equals(stackB) );

   //now test the case where stack is full

   //max is 2

   stackA.push(k);

   stackA.push(k);

   stackB.push(k);

   stackB.push(k);

   assertTrue(stackA.equals(stackB));

   //if the stack is full then the push has no effect.

   stackA.push(k);

   stackA.pop();

   stackB.pop();

   assertTrue( stackA.equals(stackB) );

}

We similarly wrote the other test methods according to the structure of the axioms:

testTopNew()          testTopPush()

testEmptyNew()        testEmptyPush()

testGetSizeNew()      testGetSizePush

testFullNew()         testFullPush()

testNewNewEquals()    testNewPushEquals()

testPushNewEquals()   testPushPushEquals()

All these given are in Appendix A.  The last 4 test methods are for testing our required equality for the target class; determining proper testing of the equality method is a component of our proposed experiments.

Preliminary Experimental Results

We have run several experiments to gauge the effectiveness of the JAX methods; the results are encouraging enough to continue with more extensive and controlled experiments. We coded several non-trivial ADTs in Java and tested each two ways:

· basic JUnit testing, in which one test-class method is generated for each method in the target class

· JAX testing, in which one test-class method is generated for each axiom in the ADT specification.

Our preliminary experiments involved two students (author and tester).  For each ADT tested, the tester wrote axioms as specifications of the target class.  The axioms were given to the author, who wrote Java code to implement the class.  While the author was writing, the tester wrote two test classes -- one structured according to basic JUnit testing methodology, and the other structured according to the JAX methodology. After the author completed the source code for the target class the tester ran each JUnit test and recorded the number of error found in each.  In all cases, the JAX test class uncovered more errors in the target class than did the basic JUnit test class.  While these were not controlled experiments, we think the results show that the idea warrants full study.

In this way we developed and tested the bounded stack shown above.  We have also done a library of books, with the interface defined as follows:

   /*


book( String title, String author )


public void addToWaitList(int pid)


public void removeFromWaitList(int pid)


public void checkout(int pid)


public void checkin(int pid)


public int getNumberAvailable()


//numberAvailable - (size of the checkout list)


public String getTitle()


public String getAuthor()


public boolean isInCheckoutList(int pid)


public boolean isInWaitList(int pid)


public int getPidWaitList(int index)


public void addACopy(int)


public void removeACopy(int)


public boolean equals(book b)


public int getSizeOfWaitList()


public int getSizeOfCheckoutList()


public int NextWaiting()


public int getNumberCheckedOut()

   */

   /*


public library()


public book getBook(String title, String author)


public void addBook(String title ,String author)


public void removeBook(String title ,String author)


public void checkoutBook(String title, String author,int pid)


public void checkinBook(String title, String author,int pid)


public boolean equals(library l)


public boolean isAbleToBeRemoved(String title, String author)


public boolean isAvailable(String title, String author)


public boolean isAbleToBeCheckedIn(String title, String author,int pid)


public int getNumberOfBooks()

   */

This test involved two different classes interacting.  Both were developed and tested in JUnit, with and without the JAX methodology.  The library example shows that JAX works for realistic classes and not just for the common examples found in programming texts.

Following JAX manually will require a programmer to write more test methods in a test class than he would with a normal JUnit discipline for the same test class. This is because the JAX approach requires one test method per axiom.  The axioms are generated by multiplying a subset of the target class methods by the complementary subset.  For example, in the ADT bounded stack (BST), there are 8 methods, with 2 being canonical.  Normal JUnit testing would produce 8 test methods (or 7, as the constructor is often not tested); JAX application produced 2 * 6 = 12 methods from axioms alone; creation of the equals function and dealing directly with constructors brought the total to 14 methods.  

In our early experiments, we are finding about 30% more test methods are being written in a JAX test suite.  Although the argument can be made that for large pieces of code the number of tests will grow large due to the combinatorial generation method, we believe that by following good coding standards and writing small classes the number of tests will not be unwieldy.  Most design methods discourage classes with large numbers of methods.

2.2 Tools for automating the JAX methodology

First, let us restate that our approach is very useful even if not automated.  Many programmers do not like writing in  functional or formal notations and would resist trying this systematic testing approach if required to do so.  Here is a procedure for using JAX without writing any axioms  (or, really, for writing the axioms and not knowing you are doing so):

· For the target class, decide which methods are canonical and which are not.

· Form the combinations of canonical constructors applied to non-canonical to get the left-hand sides (LHS) of the axioms.

· Now write one test-class method for each LHS; writing the body of each test method is in essence filling in the right-hand side semantics of the axiom, but the programmer expresses it in Java rather than in some separate axiom notation.

We propose as part of the research to apply this manual JAX approach on large Java programs to more fully identify its benefits and to define a complete methodology and set of guidelines for programmers to use in following it.  Issues include proper creation and testing of the “equals” method required for each target class; testing methods that step outside (are in addition to) the axiom framework; 

The methods we describe here are automatable, as exemplified in past stand-alone tools for C++ [Stotts96].  Automation would require creation of a specification language for writing the axioms for the ADT.  ML is a perfectly good notation for this, as show in the BST example.  Automation of our approach would require processing the right sides of the axioms as guides to setting up activity in the corresponding test methods.  For example, consider these axioms from an ADT defining the behavior of a FIFO Queue:

fun rem (new()) = new()

     | rem (add(Q,e)) = if size(Q)=0 then Q else add(rem(Q),e) ;

This formally encodes the semantics that if you try to remove something from an empty queue it is like a no-op.  If you add something to an empty queue and then remove an element, the result is an empty queue.  If you add something to a queue that is not empty and then remove an item, the result is the same as if you do the remove first, then the add. 

We can use such axioms to generate JUnit test methods by applying the sequences of  operations called for on each side of the axioms, and comparing the results for equality.  The test method testRemNew() would be generated, and its Java code would do several things.  First, it would run the operations indicated by the LHS: rem(new()) .  That is, it would create an empty queue with new(), and then apply rem() to that queue.  Next, the test method would perform the operations indicated by the RHS: new().  It would then compare the RHS result to the LHS result for equality.  In this example, the code would most likely be

rem(new()).equals(new())

which is generating the LHS queue object and calling its defined equals method to see if it is the same as the RHS object.

The second axiom is a bit more complicated and points out the need for more structure in the tools.  The operation add needs arguments that are queues and elements in the queues.  Our tools will allow the specification of test points to fill these roles; these test points will get translated into the test scaffolding created in setUp() and tearDown() methods in the JUnit TestCase class.  Thus there will be a known collection of variable names that can be systematically substituted into the calls to add so that the RHS/LHS comparisons can be done.  Such specs would look like ML data added to the fun definitions defining the axioms:

val q1 = new() ;

val q2 = add(new(),4) ;

val q3 = add(add(q2,7),12) ;

val e1 = 8 ;

val e2 = 19 ;

These ML data values would tell the tool to create Java objects in the test framework.  Now we can create test method testRemAdd() and invoke the methods called for in the axiom, applying them one time for each combination of appropriately typed data values.  So for one test we do rem(add(q1,e1)) as one LHS and compare that for equality to q1 (if size(q1)=0) or to add(rem(q1),e1) if q1 is not empty.  We then do the comparison again, but with q2 and e1 as parameters; then again with q3 and e1, etc. until all possible parameter combinations have been used in the RHS/LHS method calls.  JAX tools give the possibility, then, of large numbers of test being established without having to manually write all the combinations into the test methods.  JUnit makes these large numbers of tests permanent in a regression suite.

3. Plan of work and evaluation

Year 1:  Full controlled experiments with manual application of JAX methods to large Java programs.  Development begins on JAX tools for automating the generation of test suites from axioms.  Initial tool development will be to generate Java source for JUnit tests.

Year 2: Work on tools continues.  Experiments in year one lead to development of a detailed systematic methodology for JAX.  New components of the methodology are incorporated into the tools.  Manual methodology applies to Java development as well as C++, and other languages, so we will develop the guidelines in multiple flavors.

Year 3: Experiments with JAX tools generating large Java programs.  Re-implementation of JAX tools to generate C++ code for the C++ version of JUnit.

The research divides nicely into two thrusts and we are budgeting for one graduate RA to be responsible for each one.  The first is the experiments with manual application of JAX methods on large Java systems.  The second is creating automated tools to support generation of JAX test suites from ML specs.  

Validation of our ideas will be done in the context of 2 software engineering classes at UNC-Chapel Hill.  We teach a team oriented projects class (COMP 145) every spring to 60 students (12 teams); many projects are now done in Java and will give us significant sized programs to use for JAX to JUnit test comparisons.  Another class (COMP 204) is a graduate course of about 20 students each fall; it covers software design where we teach XP and systematic testing. We intend to introduce the JAX ideas into the projects in that grad class and perform the experiments with the students as developers.  Our experiments will be designed to have multiple authors and multiple testers for each target class, thereby controlling for any effects we may have seen up to now from a single individual implementing both the JAX and the JUnit test classes for comparison.  We also have access to large Java programs through relationships with IBM and EPA research labs, as well as through our own research projects in other areas.

4. Results of prior NSF support

· PI, "Formal Collaboration Protocols: First-class Interaction Semantics for Multi-user Distributed Systems," NSF, IIS, CSS program, 7/1/98 -- 6/30/01, $303,180. 

· Co-PI, "Distributed Concurrent Hypertext for Multi-reader Cooperative Systems" NSF, IRIS Division, Coordination Theory Initiative, grant #IRI-9015439, 9/1/90 to 2/28/93, $90,000.

· Co-PI, "Structured Authoring in a Unified Net-based Hypertext Model," NSF, IRIS Division, grant #IRI-9007756, 8/15/90 to 1/31/93, $153,704.

These proposals together represent a succession of research in the same area. We developed a model of hypermedia called Trellis and studied how it allowed structuring of hypermedia documents as abstract concurrent computations.  The goal was to provide a formal semantic basis for hypermedia much like Codd’s relational model did for databases.  The hypermedia model had to include process semantics since hypermedia structures are meant to be browsed. As a result, we found the model not only useful for hyperdocuments, but for formally expressing collaboration protocols (the interaction rules people follow when collaborating). We built stand-alone collaborative hypermedia systems based on Trellis until the Web became established, then began to illustrate our concepts and principles in Web-based prototypes. The latest work involves creating real-time video streams as first-class, linkable hypermedia object types.

Software produced:

· CobWeb (group web browsing under control of dynamically-loaded Trellis protocols)

· MMM: Web proxy using HTML modifications to provide multi-headed, multi-tail links

· OvalTine: video conferencing prototype allowing hyperlinking on objects in real-time video streams

· Model Checker for Trellis collaboration protocols

Publications from NSF support:

J. Navon, “Specification and Semi-Automated Verification of Coordination Protocols for Collaborative Software Systems,” Ph.D. Thesis, Dept. of Computer Science, Univ. of North Carolina at Chapel Hill, June 2001; advisor: D. Stotts.

3 journal papers submitted: 2 from Navon’s Ph.D. thesis on model checking collaboration protocols; one on OvalTine experiments

R. Furuta and P. D. Stotts, "Trellis: A Formally-defined Hypertextual Basis for Integrating Task and Information," in Coordination Theory and Collaboration Technology, G. M. Olson, T. M. Malone, J. B. Smith (eds.), Lawrence Erlbaum Assoc., 2001, pp. 341-367. 

J. Smith, D. Stotts, and S.-U. Kum, "An Orthogonal Taxonomy for Hyperlink Anchor Generation in Video Streams using OvalTine," Proc. of Hypertext 2000 (ACM), May, 2000, San Antonio, Texas, pp. 11-18.

P. D. Stotts, R. Furuta, and C. Ruiz Cabarrus, "Hyperdocuments as Automata: Verification of Trace-based Browsing Properties by Model Checking," ACM Trans. on Information Systems, vol. 16, no. 1, January 1998, pp. 1-30.

B. Thomas, D. Stotts, and L. Kumar, "Warping Distributed System Configurations," Proc. of the Int'l Conf. on Configurable Distributed Systems, Annapolis, MD, May, 1998, pp. 136-143; this paper used graphical clues to help users navigate in a collaborative virtual environment. 

B. Ladd, M. Capps, D. Stotts, "The World Wide Web: What Cost Simplicity?" Proc. of ACM Hypertext '97, Southampton, UK, April 1997, pp. 210-211. 
D. Stotts, P. Dewan, J. Navon, and J. Munson, "A Three-Level Binding for Collaborative Editing Semantics," in Groupware and Authoring, Roy Rada (ed.), Kluwer Pub., 1996, pp. 297-324. 

J. Navon, D. Stotts and R. Furuta, "Subdocument Invocation Modes in Collaborative Hyperdocuments," Computers in Industry (Elsevier), vol. 29 (1996), pp. 91-104. This is an expanded version of a paper in the WETICE '95 conference. 

M. Capps, B. Ladd, D. Stotts, "Enhanced Graph Models in the Web: Multi-client, Multi-head, Multi-tail Browsing," Computer Networks and ISDN Systems, vol. 28 (Proc. of the 5th WWW Conf., May 6-10, 1996, Paris), pp. 1105-1112. This paper is available on-line at http://www5conf.inria.fr/fich_html/papers/P19/Overview.html 

M. Capps, B. Ladd, D. Stotts, L. Nyland, "Educational Applications of Multi-Client Synchronization through Improved Web Graph Semantics," Proc. of WETICE '96, Stanford, CA, June 1996, pp. 21-26. 

J. Duff, J. Purtilo, M. Capps, D. Stotts, "Software Engineering of Distributed Simulation Environments" Proc. of WETICE '96, Stanford, CA, June 1996, pp. 262-267. 

M. Capps, D. Stotts, J. Duff, J. Purtilo, "Distributed Interoperable Virtual Environments," Proc. of the Int'l Conf. on Configurable Distributed Systems, Annapolis, MD, May 6-8, 1996, pp. 202-209. 
B. Ladd, M. Capps, D. Stotts, and R. Furuta, "Multi-head/Multi-tail Mosaic: Adding Parallel Automata Semantics to the Web," World Wide Web Journal, O'Reilly and Associates Inc., vol. 1 (Proc. of the 4th International WWW Conference, Boston, December 11-14, 1995), pp. 433-440. This paper appears on-line at http://www.w3.org/pub/Conferences/WWW4/Papers/118/ 

R. Furuta and P. D. Stotts, "Dynamic Hyperdocuments: Replacing the Programming Metaphor," Comm. of the ACM, short communication in special issue on Hypermedia Design, Aug. 1995, pp. 111-112. 

P. D. Stotts and R. Furuta, "Modeling and prototyping collaborative software processes," in Information and Collaboration Models, S. Y. Nof (ed.), Kluwer Academic Publishers, Boston, 1994, pp. 365-390. 
R. Furuta and P. D. Stotts, "Interpreted Collaboration Protocols and their use in Groupware Prototyping," Proc. of the 1994 ACM Conference on Computer Supported Cooperative Work (CSCW '94), Research Triangle Park, NC, October 1994, pp. 121-131. 
P. D. Stotts, "Trellis: Process Models as Multi-reader Collaborative Hyperdocuments," Proc. of the 9th Annual Software Process Workshop, Airlie, VA, October 1994, pp. 85-89. 

P. D. Stotts and J. M. Purtilo, "Virtual Environment Architectures: Interoperability through Software Interconnection Technology," Proc. of the Third Workshop on Enabling Technologies: Infrastructure for Collaborative Enterprises, April 17-19, 1994, Morgantown, W.Va. (IEEE Computer Society Press), pp. 211-224. 

P. D. Stotts and R. Furuta, "The Trellis Hypertext Project: Process modeling for CSCW," Proc. of the Workshop on CSCW, Petri nets and related formalisms, Chicago, June 22, 1993, pp. 1-12. 
R. Furuta, P. D. Stotts, and Gregory D. Drew, ``Experiences with a Client-Server-based Architecture for a Distributed Structured Hypertext System,'' in C. Vanoirbeek and G. Coray, editors, EP92: Proc. of Electronic Publishing, 1992 (April 8-10, 1992, Lausanne, Switzerland), Cambridge University Press, 1992, pp. 113-125. 
P. D. Stotts and R. Furuta, "Dynamic Adaptation of Hypertext Structure," Proc. of Hypertext '91 (ACM), December 15-18, 1991, San Antonio, Texas, pp. 219-231. 

Appendix A: 

JAX-generated Test Class for Bounded Stack Axioms

Here we give the remainder of the methods for the JAX-generated test class intStackMaxArrayTest started in the proposal body.  We have already discussed test scaffold creation and the methods testPopNew() and testPopPush().
Similarly, if top is performed on a new stack then the value will be null. If top is performed on a non full stack s that has an element k pushed onto it the value is k. If top is performed on a full stack s that has an element k pushed onto it, then the value is equal to top performed on s before the push. 

public void testTopNew() {

   /* Tests the peeking at the top of the empty stack. */

   assertTrue( stackA.top() == -1 );

}

public void testTopPush() {

   /* Tests the peeking at the top of the stack after a push. */

   int k = 3;

   stackA.push(k);

   assertTrue( stackA.top() == k );

   //now test full stack

   //max size is 2

   int e = 2;

   stackA.push(k);

   stackB.push(k);

   stackB.push(k);

   assertTrue( stackA.equals(stackB) );

   assertTrue( stackA.maxSize() == stackA.getSize() );

   stackA.push(e);

   assertTrue( stackA.top() == stackB.top() );

}

If empty is performed on a new stack s then the result is true. If empty is performed on a stack s that has just had an element k pushed onto it then the result is false, assuming that the max number of elements in a stack cannot be zero. 

public void testEmptyNew() {

   /* Tests the emptying of the stack. */

   assertTrue(stackA.isEmpty());

}

public void testEmptyPush() {

   /* Tests whether a stack is empty after a push.

      Two cases: 1) the stack is already full ==> not empty

              2) the stack has at least one element (the one 

                  pushed) ==> not empty  

   */

   int k = 3;

   stackA.push(k);

   assertTrue(!stackA.isEmpty());

}

The getSize() in a new stack is zero. getSize() in a stack S that has an element k pushed onto it is (getSize() on the stack S ) + 1 unless the stack is full in which case the result is the getSize() on S.

public void testGetSizeNew() {

   /* Tests num elements of empty stack. */

   assertTrue(stackA.getSize() == 0);

}

public void testGetSizePush() {

   /* Tests the num elem of a stack after a push. */

   int k = 3;

   stackA.push(k);

   assertTrue( stackA.getSize() ==  stackB.getSize() + 1 );

   stackB.push(k);

   //size is maxsize-1

   assertTrue( stackA.getSize() ==  stackB.getSize() );

   stackA.push(k);

   assertTrue( stackA.getSize() ==  stackB.getSize() + 1 );

   stackB.push(k);

   //size now equals maxsize(2) 

   assertTrue( stackA.getSize() ==  stackB.getSize() );

   assertTrue( stackA.maxSize() == stackA.getSize() );

   stackA.push(k);

   assertTrue( stackA.getSize() ==  stackB.getSize() );

}

isFull() returns false for a new stack.  For a stack s that has an element k pushed onto it, isFull()  returns true if the getSize() of the stack s is greater than or equal to maxSize – 1 before the push.

public void testFullNew() {

   /* Tests whether a new stack is full. */

   assertTrue(!stackA.isFull());

}

public void testFullPush() {

   /* Tests whether is a stack is full after a push of the stack. */

   int k = 3;

   //max size is 2

   stackA.push(k);





   //size is now max-1

   assertTrue(!stackA.isFull() );  

   stackA.push(k);

   assertTrue( stackA.isFull() );

}

In order to perform the above assertions an equals() method must be implemented in the stack class.  When equals() compares a new stack to a new stack then the result is true. When equals() compares a stack that has just had an element k pushed on to it to a new stack then the result is false. When equals compares a new stack to a stack that has just had an element k pushed on it then the result is false.  When equals compares a stack that has just had an element k pushed on to it to a stack q that has just had an element j pushed onto it then if s and q are not full then the result is (k == j) and (s == q).  If only s is full the result is (top of s == j) and (pop on s == q).  If only q is full then the result is (k == top of q) and (s == pop on q).  If both s and q are full then the result is  (s == q) is the result we want. 

public void testNewNewEquals() {

   //two new stacks


   assertTrue(stackA.equals(stackB));

}

public void testNewPushEquals() {

   //new stack: stackA, push stack: stackB

   int j = 4;

   stackB.push(j);

   assertTrue(!stackA.equals(stackB));

}

public void testPushNewEquals() {

   //push stack: stackA, new stack: stackB

   int k = 3;

   stackA.push(k);

   assertTrue(!stackA.equals(stackB));

}

public void testPushPushEquals() {

   //push stack: stackA, push stack: stackB

   intStackMaxArray oldStackA = new intStackMaxArray();

   intStackMaxArray oldStackB = new intStackMaxArray();

   oldStackA = stackA;

   oldStackB = stackB;

   int k = 3;

   stackA.push(k);

   int j = 4;

   stackB.push(j);

   if (oldStackA.isFull()) {

      if ( oldStackB.isFull()) {

         if(oldStackA.equals(oldStackB)) {

            assertTrue(stackA.equals(stackB));

         } else {

            assertTrue(!stackA.equals(stackB));


         }

      } else {

         if ( oldStackA.equals(stackB)) {

            assertTrue(stackA.equals(stackB));

         } else {

            assertTrue(!stackA.equals(stackB));


         }

      }

   } else {

      if ( oldStackB.isFull()) {

         if( stackA.equals(oldStackB)) {

            assertTrue(stackA.equals(stackB));

         } else {

            assertTrue(!stackA.equals(stackB));

         }

      } else {

         if(k == j) {

            assertTrue(stackA.equals(stackB));

         } else {

            assertTrue(!stackA.equals(stackB));

         }

      }

   }

}
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